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 Abstract


As the Internet becomes more pervasive, there is an increased need for adaptable security measures to protect the resources on the Internet.  It is no longer sufficient to have one level of security; multiple layers are necessary to guard against the multiple types of attacks and intrusions. Equally important is the need for quick adaptability of these security measures to adjust in a rapidly changing environment.  Network Intrusion Detectors (NID) represent just one level of security in the multilayer security paradigm and one that must be most readily adaptable.  Pattern recognition and classification is essentially categorizing raw data and performing some action based on the classification of that data [1].  In the case of network intrusion detection, where the network packet is the raw data, it seems logical that this would be an appropriate means to provide adaptability needed by the system.  This paper will describe our efforts to determine if pattern recognition can serve to add to the adaptability of network intrusion detectors and improve the response time between intrusion and detection.  We will look at several systems of pattern recognition to identify from them the most viable techniques and highlight the problems that exist in using pattern recognition and classification.

 Introduction


Network security is a constant concern to network administrators and constitutes a growing threat to the entire communications infrastructure.  Threats come from both inside and outside, so any security measures have to be able to adapt to outside traffic and as well as inside “friendly” traffic.  Security network analysts estimate that between 70 and 90% of attacks originate from the inside.  As attacks, these can be most effective as the insider typically has more knowledge about the information, where it is located, and what would be most damaging.  Types of threats include, but are not limited to, external 'black hat' hackers, viruses, disgruntled employees, industrial or political espionage, and general misuse by employees or external sources.

The growth in popularity of NIDs is evident from their increase in numbers, both commercially and through open source.  They are often considered the layer that shores up the firewall and adds another level of security in what should be a multilayered security system.  They are adaptable, effective and not too difficult to deploy.  The majority of them are adaptable primarily because of their reliance on a rules based system.  Snort, a popular open source intrusion detection system currently has over 1800 rules and more are added daily.  Rules based systems are good for systems that have not yet been attacked by a particular exploit but completely ineffective for systems that are compromised early in such an attack.  Their adaptability is limited by the time it takes to write the newest rule and how well that rule responds to the attack.  Often this may not be fast enough.  As the complexity of attacks increases, the network intrusion detector must be more adaptable in order to respond rapidly to attacks in progress.


Current methods of maintaining network security are quickly becoming inadequate.  Firewalls are good in that they can block traffic from unwanted intrusion, but they are also vulnerable to attack as is evident by the latest Cisco documentation of vulnerabilities in their SNMP protocol, which could lead to a denial of service attack against systems utilizing their IOS, which could include Cisco's firewall products [2]  Nor are firewalls useful against attacks from the inside as they are designed against outside intrusions.  Virus scanners, part of another layer of security, are useful in blocking messages at the server or at the individual workstation if the virus signatures are kept up to date by the mail administrators and users.  Keeping signatures current is problematic as users are rarely aware of viruses until after they have occurred.  Users are not diligent in updating their signatures or aware of appropriate use of mail readers.  To make matters even more difficult, new virus signatures, like NID rules, are released constantly as each mutation of a virus is released into the wild.  Systems monitoring internal usage for changes in user and traffic patterns must adapt to the changes that are legitimate in order to distinguish them from anomaly traffic.


NIDs can scan both incoming and local traffic for patterns that match the rules provided.  They are either active, meaning they can react to an event, or passive, only alerting an administrator to a potential problem.  They are mostly rule-based systems with rules added as new attacks become known.  While there are a few NIDs based on neural networks, the typical, rules based NIDs do not respond to new intrusions outside of their rules database.  As NIDs become more complex, they require more processing power, often divided up over multiple machines, one acting as a sensor, one as a processor, and one for storage.  They reaction is near real time as most do not have traffic directly routed through the sensor before heading off to the proper destination.  This means that often an intrusion has already occurred by the time the active or passive detector has noticed the intrusion.


NIDs already use a form of pattern recognition in that they are rules based and these rules describe patterns expected in illegitimate or unwanted network traffic. However, this recognition is not immediately adaptable to new attacks.  The use of pattern recognition and classification has grown in the past few years.  The complexity of the classification systems and their increased availability has made them more accessible.  They are able to filter noise and extract features from traffic to facilitate classification.  Pattern classification is a series of steps, starting with the input (sensor), moving to segmentation (filtering out noise), feature extraction, and finally classification.  After the classification, cost factors can be added to increase the power of the decision to act.  Is this an intrusion in progress or just a scan?  If it is an intrusion, what type of immediate response is required?  Decisions can be made with more confidence when the cost factors are included in the classification.


In order for pattern recognition to be useful in network security, two large problems must be addressed; feature extraction and classification.   Information from a single packet is inadequate for feature extraction.  Collating multiple packets might provide a basis for describing features but how many packets are enough and how do we synthesize the data from multiple packets to make it useful for feature extraction.  Extensive feature extraction research has been done by Wenke Lee and Salvatore Stoflo and described in their paper A Framework for Constructing Features and Models for Intrusion Detection Systems [3].  We have adopted their procedure as a matter of convenience for the purposes of this project and will leave unaddressed, the question of how we would extract our features in a real-time network intrusion detector.  There is no doubt, however, that this problem that must be properly implemented in order to have any success in developing NIDs using pattern recognition and classification.

Data and Feature Extraction


In 1998, the Information Systems Technology Group of Lincoln Laboratory at MIT, in conjunction the Air Force Research Laboratory (AFRL) and the Defense Advanced Research Projects Agency (DARPA), began work to develop a standard for the evaluation of NIDs.  Developing this evaluation meant the creation of consistent and repeatable network traffic.  The traffic was created through the study of 4 months of data from Hanscom Air Force Base and approximately 50 other bases.  Using that data, they were able to generate and simulate network traffic, while introducing attacks, probes and intrusions into the data.   Both training and testing data were simulated and two types of traffic were published.  Training data is traffic in which the attacks were known from the start.  A second set of data contains traffic in which the attacks were not described explicitly.  A more complete discussion of this is available at the Lincoln Laboratory/ MIT site. [4]


Although the next logical step is segmentation, we did not see the need, for this project, to perform any segmentation.  The data, as we received it, consisted of normal and attack data.  Segmenting the data, filtering out the noise, would be unwise since we were interested in all data, normal or otherwise.  That is not to say that segmentation could not be a factor in NIDs.  Some traffic may be filtered out if we are able to ascertain the legitimacy of the traffic, that is determining its origin from an uncompromised source and some legitimate purpose of the data. However, this is not within the scope of what we were trying to do.  Time spent in segmentation did not provide an effect cost/benefit ratio.   The time required to properly approach segmentation and is not commensurate with the expected return for out efforts. 


Since feature extraction is a major component of pattern recognition and classification, the raw data available through the MIT site was not useful in and of itself.  As previously mentioned, a single packet, in most cases, will not provide enough information to determine the legitimacy of the packet.  Several packets, possibly an entire session, would be needed before evidence of attack or anomalous behavior would become clear.  Much time was spent in the early stages of this project trying to determine the best features and the best way to extract them.  We determined that the amount of time spent finding relevant features and how to extract them was delaying the stated goal of assessing pattern recognition as a viable addition to existing methods and which techniques might show the most promise.  Consequently, we turned to the previously cited work of Lee and Stoflo [3] to guide us in the feature extraction, mainly focusing on their usage in misuse detection.  While we recognize that anomaly detection is as important as misuse detection, it is beyond the scope of the current project.  


To accommodate our feature extraction needs, we used data obtained from the University of California Irvine Knowledge Discovery in Databases [5] and the dataset developed by Lee and Stoflo for the Third International Knowledge Discovery and Data Mining Tools Competition.  The competition dataset uses a version of the dataset from the DARPA/MIT project as described in [3].  The training data from this set is approximately four gigabytes of compressed binary data from TCP dumps of seven weeks of network traffic, which was broken down into about five million connection records.  A connection is considered a sequence of TCP packets starting and ending at a well-defined time in which data flows from a source IP address to a destination IP address via a well-defined TCP protocol [6]  Each connection was labeled as normal or a specific attack type with each connection record being about 100 bytes [6].  The KDD competition broke their attacks into four main categories from which we used two, DoS (Denial of Service) and probes (Port Scan).  We synthesized the data from each connection into a general category (DoS, scan or normal) and chose those as our three classification categories (or types of fish, as they were fondly called in reference to Duda, Hart, and Stork example problems.)


From this data, several sets of features were derived from specific properties of TCP connections, the time element involved, and domain knowledge of the network being studied.  Probes and DoS attacks are most often time-based so we chose features derived from the time element and properties of TCP connections.  Of the nine elements described as properties of TCP connections we chose; src_bytes (number of data bytes from source to destination), dst_bytes (number of data bytes from destination to source), protocol type, service type and connection flags. Protocol type and service type were chosen in order to develop a time-based relationship between a source and destination, that is to say, how long a particular source was connected to a destination through a particular source.  Connection flags are important for example, because DoS attacks often are identified through SYN flags indicating a SYN flood or ACKs sent without an originating SYN from the local destination.


The other two features we extracted from time-based information; count (number of connections to the same host as current connection) and srv_count (number of connections to the same service as the current connection).  The time-based features were derived from a two-second window during which the number of connections/services were tabulated.  Another consideration in a time-based feature is that probes might likely be over a longer period than two seconds so the records were sorted and features constructed using a window of 100 connections to the same host [6].


Features seem to be best derived from connection sessions (conversations) rather than from single packets.  An automated method of mining the data from the unstructured aspects of data packets is the subject of ongoing research.  There is a need for methods that address data extraction in a real time or near real time environment.  The lack of such methods presents the problem of data saturation or bottleneck at the point of detection, making the NIDs itself susceptible to attack[3].  Lee and Stoflo suggest multiple lightweight components of an NIDs distributed over the system as a method of subverting the possibility of such an attack on the NIDs [3].  The data aggregation could then be offloaded to another machine which builds and extracts the features.  This machine could in turn send the features to yet another unit which processes the information and determines if the features represent an attack and, if so, the nature of the attack.  With that knowledge, decisions about levels of response could be made and responses set in motion.  Without such automated real-time data mining and extraction, using network packets as the basis of classification is simply too impractical.

Classification


The next step following feature extraction is classification.  Classification is the process of using the feature set to classify the traffic as normal or illegitimate traffic.  As explained above, we divided our classifications into three categories; normal, DoS, and scan.  Numerical values were assigned the three categories based on their probability, which we were able to derive from our available data.  We examined four types of classifiers; Bayesian, Feed Forward with Backpropagation, ART2 and Kohonen neural networks.  We will begin with the Bayesian classifier.

Bayesian Classifiers

Summarized, a Bayes classifier determines the probability of an input vector belonging to each of the available classes for which we have computed probability equations. In attempting to use a Bayes classifier, we encountered problems due to the nature of our data.  As Bayes classifiers have been used by others with at least partial success in NID research, our difficulties may point again to suboptimal feature extraction.     

  
“The computation of posterior probabilities lies at the heart of Bayesian classification.  Bayes formula allows us to compute these probabilities from the prior probabilities and the class-conditional densities.”[1] The class-conditional densities create a problem in our case.  The discriminant g(x) = ln p(x|) + ln P() for minimum-error-rate classification depends on the class-conditional probability p(x|).  The distribution of data in our training set is not Gaussian, so the discriminant functions for the multivariate normal density are of no use.  The simple fact that some features have no variance across a training set of 20,000 exemplars makes the determination of posterior probability from class-conditional density using the covariance impossible using some datasets, even if all other features were to have the normal distribution.  

With a large enough data set (40,000 exemplars of training data), some covariance could be found in all features.  Using large data sets, and nonparametric data (normalizing the features), and replacing 0 values with very small values, results were poor, as expected.

The distribution of the training data does not point to a single ‘ideal’ set of features around which exemplar values hover in the normal distribution.  We could consider the parameter vector unknown and use the Bayesian estimation point of view in which  “we consider the true parameter vector we seek, , to be a random variable, and training data allow us to convert a distribution on this variable into a posterior probability density p(x|).”[1] Duda, Hart and Stork go on to say “…there are distributions for which computationally feasible solutions can be obtained, and the key…lies in the notion of a sufficient statistic.”[1] Our data once again comes up short.  While there are commonly known sufficient statistics for Gaussian, Exponential, Rayleigh, and many other distributions, a sufficient statistic for our training data, or training data that can produce a sufficient statistic, remains a problem to be solved.


The results of using the Bayesian discriminant classifier with large test sets and normalized features follow.  All of the false positive results were normal traffic falsely identified as portscan attacks.  All of the false negatives were mostly DoS with very few scan attacks.  While 55% may be an acceptable number of detections, the number of False Negatives is too high to currently suggest this as a viable candidate.  
	Response
	Probability

	Positive Detections
	0.554

	False Positive
	0.002

	False Negative
	0.443


Table 1 Bayesian Test results


[image: image1]
Figure 1 Distribution of Bayesian test results

Neural Network Classifiers


Feed Forward – Backpropagation


Neural networks are flexible arrangements of processing elements known as neurons or nodes arranged in layers and connected together to form a network.  Our first test was with Feed Forward Neural Networks (FFNN).  In general, a FFNN consists of a layer of input nodes, a layer (or multiple layers) of hidden neurons and a layer of output neurons.  Neural networks are trained using data that enable the network to represent relationships and patterns that may not be apparent using typical methods.  As the neural networks of a living brain adapt and store data based on experience, computational networks use data presented during training to produce a representation of the relationship expressed by the data.  For this study, we used a FFNN accepting data through a series of seven input nodes representing the seven extracted features.  The data is then propagated forward through the hidden layer neurons, which adjust the representation of the data using various weights and pass the result to the output neuron that, for us, represented the probability value of the three categories.  Using a backpropagation algorithm [6], this output value is compared to the expected value (known probabilities) and error adjustments are made back through the layers to adjust the weights.  The adjustment of these weights drives the network behavior towards the desired output.  In constructing the neural network simulations, the Stuttgart Neural Network Simulator (SNNS, v 4.2.7) was used. [7]


We chose the stochastic backpropagation algorithm (the weights were adjusted after each pattern) and the networks were trained in series of 1000 epochs using a sigmoid activation with validation after 25 and 100 patterns.  We assembled 1,427,644 sessions from our data and randomly chose sessions to form our training, validating and testing sets.  Each training/validation set had approximately 11,500 patterns while the testing sets contained 500 patterns each.   After trying several methods with one and two hidden layers with four to seven neurons in each layer, we settled on one hidden layer with four hidden neurons and a final learning rate of 0.2.  The following pages include information concerning the distribution of our results.
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Figure 2 Distribution of All Data

Figure 3 Distribution of Data from Training Set and Results
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Figure 4 Distribution of First Test run and Results   

[image: image3]
Figure 5 Distribution of Second Test run and results

The results at the end of training were about what were expected [Table 2]

	Response
	Probability

	Positive Detections
	0.64

	False Positive
	0.29

	False Negative
	0.07


Table 2 Results after Training

 All of the False Positives suggested Scans for what was actually Normal traffic.  The False Negative, with the exception of three results which suggested Scans, suggests Normal traffic. While there was only a 7% probability of False Negatives, 97% of that traffic was a DoS and the other 3% were Scans.

The results of two test runs were also encouraging [Table 3].

	Response
	Probability  Test One
	Probability Test Two

	Positive Detections
	0.63
	0.66

	False Positives
	0.3
	0.26

	False Negatives
	0.05
	0.07


Table 3 Testing results

As before, the False Positives suggested Scans for Normal traffic.  The False Negatives were also similar, this time with the suggestion of two Scans and all the rest Normal Traffic for what was actually DoS traffic.


The initial run of a simple network showed very promising results.  As can be noted in both Figures 2 and 3, the network tended to over predict on the scan but DoS and normal traffic was discovered within scale.  It is important to note that while there seemed to be a lot of DoS traffic in the distribution of all data, the duration of the DoS was significantly shorter than that of Normal and Scan. [Table 4].

	Type of Traffic
	Average Duration (in seconds)
	Std Dev.
	Std Error of the Mean
	Longest Session (in seconds)

	Normal
	217.26891
	1350.2158
	1.36371468
	58329

	Scan
	590.5051
	4215.7625
	20.794064
	42908

	DoS
	0.000696
	0.0258801
	0.000128
	14


Table 4 Duration of Events


Kohonen and ART 2


FFNN are considered supervised learning because the networks are trained on data with known output classes.  Kohonen and Adaptive Resonance Theory 2 (ART 2) are unsupervised learning networks.  This implies that the correct output is not known by the networks and they are being trained with only the knowledge of themselves.  The goal of unsupervised networks is to find a natural structure in the data.  The object of a Kohonen network, or self-organizing map, is to organize a series of patterns onto a map of one or two dimensions.  The patterns nearest each other in the input space should also be nearest each other in the map.  As learning continues, a winner is found and all of its neighbors are located.  Once this is done, the weight vectors are adjusted to these units and the size of the neighborhood is reduced if necessary.  The final goal is to train the network to the point that nearby outputs recognize the nearby inputs.


ART 2 networks are another example of training through unsupervised learning.  They are also self-organizing but rather than organizing themselves into a map, they “self-organize into stable recognition categories in response to arbitrary sequences of analog input patterns.”[10]

We were not entirely convinced that either ART 2 or Kohonen would fit our requirements unless the automation of these methods could be adequately performed.  Indeed, in running a Kohonen network in the SNNS simulator, we were unable to obtain any verifiable results.  When we attempted an ART 2 with a Java based version of the SNNS simulator, we were surprised when the simulator picked winners in the F1 layer, which was unexpected.  Since this was the case, we decided to implement our own version of ART 2 for later inclusion in the project.  Our current conclusion with these two methods is that neither is immediately viewed as useful as they lack real time or near real time results.  However, a modification of the feature set and a different implementation of ART 2 may provide different results.

Preliminary Conclusions and Further Work


In our preliminary conclusions of the beginning section of this work, we are of the opinion that the right feature set is the key and more work needs to be done on feature set extraction.  Since the literature points to successful attempts at using Bayesian classifiers for NIDs, we suggest that an improved feature set may also improve the results of our Bayesian classifiers.  Our personal experience with FFNNs brought us to the expectation that we would achieve good results with these.  While the results were not as breathtaking as we had hoped, they were certainly within acceptable limits for testing.  It is pertinent to note that current technology in NIDs has a false alarm (false positives) rate between 0.1% and 7% and a detection rate between 5% and 60%. Much improvement is needed to obtain the current level of results in regards to false alarms, but the detection rate is within current expectations.  According to MIT Lincoln Laboratory, it is hoped that next generation systems will achieve results between 0.001% and approximately 0.1% with a detection rate between 30% and 85%. [8]  It is evident that we have a long way to go in that regard.


As the FFNN seems most useful, further examination of this method is anticipated, including an independent implementation that can be worked into an actual NIDs scheme.  Better feature extraction, which could lead to better Bayesian results, may also point to collaboration between Bayesian and FFNNs or even other neural network systems.  Our anticipation is to continue further work in these areas and to incorporate the best method into an experimental Network Intrusion Detection System.


While all this is well and good, a recent article in the April 2004 edition of Sys Admin stated:

“Intrusion detection is a controversial subject.  Although intrusion detection systems were once hailed as the answer to the shortcomings of firewalls, they are now labeled as ‘dead’ by some market analysts and are threatened by intrusion prevention systems and ‘deep inspection’ firewalls.” [9]
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