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ABSTRACT 

Continuous Line Drawing (CLD) is a drawing style where a picture consists of a single closed 

non-intersecting line. We present an automatic algorithm for constructing CLDs, with tone and 

structural information obtained from input images. The connectivity of the line is maintained 

through a tree generated by path finding with consideration of the key features for a given image. 

A branching tree structure is grown incrementally by selecting pixels by a cost function, relating 

to both the tone map and an importance map. After labeling each branch, an artificial wall is then 

constructed through a two-stage labeling propagation process to produce a single boundary, 

interpreted as the final CLD. Our CLD method is effective and automatic, and provides some 

opportunities for variations. We also show how to design CLDs from scratch using three steps: 

building base structures, forming shapes by thickening, and extracting CLDs by tracing the 

boundary of the shapes.  
 

Keywords: Path finding, CLD, continuous line drawing, tree, computer graphics, digital art, 

dendrite, image processing, picture generation, non-photorealistic rendering. 
 

INTRODUCTION 

Continuous line drawing can be described as follows: when drawing a picture, the pen will never 

leave the paper until the picture is finished. It is sometimes given as a drawing challenge to 

young children not yet good at holding a pen; even in advanced drawing classes, artists use this 

technique for sketching practice. This paper considers the problem of creating a final picture that 

consists of a single non-self-intersecting closed curve. In addition, we want the strokes obtained 

from the CLD algorithm to be meaningful. A CLD abstracted from an input image should 

preserve the key features of the image, including both tone and edges.  

    Previously, algorithmic CLD art was created by solving the Traveling Salesman Problem (TSP) 

(Bosch & Herman, 2004; Kaplan & Bosch, 2005). Given a set of locations, the salesman is 

required to visit each one, once and only once, before returning to the original location. The 

graph-theoretic form is, given an undirected graph with weighted edges, find the lowest-cost 

Hamiltonian cycle: a notorious NP-Complete problem. TSP art involves placing locations over 

the image plane with density proportional to image darkness, and then finding the Hamiltonian 

cycle; to improve the appearance of the final image, object boundaries may be selected manually 

and no nodes placed on the exterior. However, from the view of non-photorealistic rendering 

(Gooch & Gooch, 2001; Hertzmann, 2010; Strothotte & Schlechtweg, 2002), applying TSP to 

the CLD produces an overconstrained problem: every TSP tour gives a CLD, but not every CLD 

is a TSP tour. Some researchers (Pedersen & Singh, 2006; Pullen, 2010; Xu & Kaplan, 2007a, 

2007b, in press) created CLDs in the form of mazes, specifically unicursal mazes. Maze creation 

usually relied on interactive user assistance to have good results. 



    We argue that TSP-based approaches are too costly and are difficult to modify to effectively 

demonstrate image features, but we do not want to impose demands on the user and prefer an 

entirely automatic method. In this paper, we propose a new method for building a CLD in image 

space by path finding followed by a labeling propagation process. Unlike previous methods that 

concentrated on tone matching, our method respects the image structure as well. Our approach 

involves developing a single closed loop from a tree structure; the tree is created by path finding 

within a structure-aware point distribution. A depth-first traversal of the tree generates a 

sequence of nodes which we can interpret as a CLD. The awareness of structure is maintained 

throughout the entire CLD generation process. Figure 1 shows two CLD examples created from 

images and then rendered as line art (1b) and as Macaroni art (1d). 

 

      
                 (a)                                   (b)                                  (c)                                   (d) 

Figure 1: Abstract CLDs from images. (a) Original image; (b) Continuous line drawing; (c) 

original image; (d) Macaroni art. 

 

    This paper is an extension to an earlier paper about continuous line drawings by Li & Mould 

(2012). In the new materials of this paper, we also report efforts to design CLDs from scratch 

without the guide of input images. The new method employs the same procedure: building a tree 

structure and forming a CLD on the tree. Instead of automatically generating the tree structure 

and the CLD, the new method relies on user input. It starts by having a user manually construct a 

branching structure, then automatically dilating the structure, with spatially varying dilation 

parameters. The final CLD is generated by tracing the boundary of the resulting region. Figure 2 

shows a CLD carefully designed to resemble a decorated tree.   

 

   
(a)                                            (b)                                         (c)        

Figure 2: Designing CLDs from scratch. (a) Base dendrite; (b) thickened shape; (c) CLD. 

         



    The paper is organized as follows. We first describe previous methods for constructing CLDs. 

We then propose our automatic CLD algorithm from an image input, including tree construction, 

labeling, and propagation. Next, we describe a semi-automatic procedure to design CLDs from 

dilated base structures. Finally, we provide some discussion and conclude our paper. 

 

RELATED WORK 

The earliest work on CLDs involved solving the TSP (Applegate et al. 2006; Skiena, 1997), 

which is defined as finding a minimum-cost tour in a graph. Exact methods are feasible only for 

very small numbers of nodes. For large numbers of nodes, the most successful algorithms are 

based on heuristics, such as nearest neighbors and tour improvements. In general, such 

approximate methods cannot guarantee optimality or correct connectivity, but the quality of a 

close-to-optimal tour is satisfactory for CLD applications. Bosch and his colleagues (Bosch, 

2006; Bosch & Herman, 2004; Kaplan & Bosch, 2005) employed the existing Concorde solver to 

solve the TSP in order to construct different CLDs. Though current results from TSP art are 

fascinating, our goal is strictly the generation of the CLD, and we suggest a less computationally 

intensive approach to doing so. 

    Existing TSP-based methods concentrate on the tone of an image. The big difference between 

previous approaches is in the generation of points to represent an image. Initial results by Bosch 

and Herman (2004) were based on Floyd and Steinberg’s error diffusion method (1976). Images 

are partitioned into grid cells, and the density of points for each grid cell is determined by the 

average greyscale intensity. A similar idea by Kaplan and Bosch (2005) uses ordered dithering 

addressed by Bayer (1973). The points in each grid cell are not uniformly placed; rather, the 

placement of each point is based on a fixed patterned matrix which expresses the different 

intensities. Although Kaplan and Bosch claimed that the artifacts from ordered dithering look 

aesthetically interesting, the final CLDs hardly preserve the image content. A more sophisticated 

method uses Secord’s weighted Voronoi stippling (2002) to place stipples. In Secord’s method, 

an initial stippling distribution is iteratively improved by relaxation, seeking to place stipples 

evenly in space. Its stipple distribution is more appealing than those from the other placement 

methods mentioned. 

    Thanks to the maturity of the approach, TSP-based methods can produce very good results. 

But from another viewpoint, defining the problem this way costs us flexibility. Adding local 

control into the algorithm is very hard. The initial configuration for placing stipples almost 

completely determines the CLD and its quality. Image content sometimes was aided by manually 

segmenting objects. We argue that optimal tours may not be important for CLD creation. 

    Results from Kaplan and Bosch (2005) drawing the line with different types of curves are very 

interesting. Pedersen and Singh (2006) proposed a method to build aesthetic labyrinths or mazes. 

The maze is parameterized by a set of piecewise curves, which evolve iteratively under local 

attraction-repulsion forces. The advantage of this method is to provide users local control over 

the maze structure and appearance as well as allowing multiple curves to evolve over space and 

time. The generation of CLDs is one possible result from the curve evolution, obtained by 

starting with a single closed non-self-intersecting curve. Parameters are set manually in user-

defined regions. A pattern library provides users an option to choose different patterns for each 

region. However, the computation of the attraction-repulsion forces is very costly; also, good 

results depend on user intervention, while we intend to provide a fully automatic method. 

    More recently Wong and Takahashi (2011) generated continuous line illustrations from a 

given input image. However, they allowed self intersections, which we want to avoid. Xing et al. 



(2012) proposed the concept of surface filling curves and can convert a mesh surface into a 

single closed 3D curve following the surface. Garigipati and Akleman (2012) also proposed an 

extension to subdivision methods to create a 3D closed curve on a mesh. However, the resulting 

3D single curve did not deal with image abstraction and thus it is a different problem from ours. 

    The CLD in the field of maze generation addressed by Pullen (2010) is a unicursal maze, or a 

labyrinth in general: a unicursal maze is one without any junctions. The generation is different 

from the previous evolution-based approach. Roughly speaking, instead of evolving the curves, 

the algorithm for a unicursal maze directly builds the surrounding walls. The interior space, or 

the path of the maze, will be carved into a unicursal maze. This type of maze is built on the 

previous mazes by transforming the dead ends or cycles into a u-turn passage after adding 

bisections for passages. In this paper, we adapt this idea to generate our CLD. 

    Path finding is a process to find the path that minimizes a cost function (Winston, 1992). Long 

and Mould (2009) adapted path planning for nonphotorealistic rendering, creating dendritic 

stylization. They crafted an initial stipple distribution and built a dendritic structure by planning 

paths between stipples. This will be similar to the initial dendrite generation step of our method; 

once we have the dendrite, we process it further in order to produce a CLD. 

 

 

(a)                                                    (b)  

Figure 3: Our key observation. (a) A tree structure; (b) the associated CLD. 

 

CONTINUOUS LINE DRAWING ALGORITHM 

The key idea of our method is based on the duality of trees and contours. The observation is that 

a tree structure – a connected graph with no cycles – possesses an outer boundary that 

automatically forms a single closed trail, satisfying the connectivity and non-self-intersection 

requirements of continuous line drawing. See Figure 3 for an illustration. Defining the path this 

way provides numerous opportunities for including local features in the structure when the 

system finds the outer boundary. We emulate Pullen’s approach for creating unicursal mazes, 

which builds a synthetic boundary around the outside of a tree, transforming a corner into a u-

turn. The channel between the boundary and the original tree provides a continuous line drawing. 

 

Overview of Our Approach 

Figure 4 shows an overview of our approach. The input image is a single uniform color, shown 

in 4a. We first construct a dendrite based on the stippling algorithm by Mould (2007) followed 



by path finding (Winston, 1992) between the stipples, shown in (b). In the second step, after 

labeling each branch (as shown in 4(c)), a brushfire propagation of the labels produces a region 

map for each branch. The boundary between two different regions (shown in Figure 4 (d)) builds 

an artificial wall around the original tree from the first step. The algorithm then partially removes 

some walls which had been connected with a node with multiple branches having different labels 

(shown in green in Figure 4 (d)). The consequence is a U-turn for a fork with two branches, 

which is similar to Pullen's method for unicursal maze generation (2010). The third step assigns 

two different labels to the original tree and to the boundary, then finds the boundary between the 

two regions, shown in (e). The resulting final boundary is a CLD which follows the contour of 

the tree, shown in (f).  

 

     

(a)                                            (b)                                         (c)  

     

(d)                                            (e)                                         (f)        

Figure 4: An overview of our approach for a CLD (121 stipples). (a) Input (uniform grey); (b) 

dendrite and stipples; (c) labeling; (d) removal partial walls; (e) second labeling (f) final CLD. 

 

Tree Construction 

Path finding has been used in simulating dendrites (Long & Mould, 2009; Mould, 2007), 

providing a lot of control over the shape of the paths: it allows both local and global management 

through the location of the endpoints, the graph weights, and the order. Long and Mould (2009) 

abstracted an image with dendrites with good structure preservation. Our approach uses a similar 

process, placing stipples one by one and incrementally adding paths to the emerging dendrite.    

    Figure 5 demonstrates our placement strategy, based on Mould’s stippling algorithm (2007). 

To build a dendritic structure, our algorithm starts with a stipple A with zero cost, the one with 

high gradient magnitude, and incrementally finds the next stipple B among a set of nodes around 



the starting node, a frontier, via Dijkstra’s algorithm (Winston, 1992). The frontier is stored in a 

priority queue; the nodes with lower cost will be treated first. A new stipple is found by choosing 

the pixel with the highest gradient magnitude along the frontier after the accumulated cost rises 

beyond a user-defined threshold. The cost for the new stipple is then set to zero and it is again 

placed into the queue, ultimately updating the cost values of all the surrounding nodes. After 

obtaining two stipples, a least-cost path is generated between them, which is similar to Long and 

Mould (2009). However, we use the standard sum of edge weights rather than taking special 

account of the most expensive edge. As our stipples are created sequentially, the paths can be 

added into the tree structure step by step. The process terminates when the queue is empty. 

 

 

(a)                                            (b)                                         (c)  

 

(d)                                            (e)                                         (f) 

Figure 5: Progressive path finding based on a stippling generation. (a) A starting seed A; (b) 

expand the frontier and find a new stipple B; (c) create the first path; (d) update and expand to 

find the next stipple C; (e) find the second path; (f) generate the fourth stipple and the third path. 

 

    During stipple generation, the cost function ),(1 tsf  is defined as the accumulation of weights 

between a source s and a node t. It is calculated as follows: 

 ),(),(1 jiGtsf ,                                                                  (1) 

where ),( jiG  is the gradient magnitude at location (i,j) (Sonka et al., 1998). In this way, the 

stipples preferentially lie on image edges. 

    For path finding, we use Dijkstra’s algorithm (Winston, 1992) to find the shortest distance 

from a seed point to the existing tree. The gradient map also guides the path towards the nodes 

with high magnitudes, as in the method of Long and Mould (2009). Since their goal was to get 

natural-looking dendrites, their cost map included some random variation to introduce 

irregularities. Here is our cost function: 



  )),(),((),( 3212 KwjiDwjiGwtsf ,                                (2) 

where 1321  www , K  is a constant, and ),( jiD  is the Euclidean distance between node 

),( ji  and the node t to guide the path to find the tree quickly. We suggest using 321 www   

to emphasize edge information. 

    Figure 6 shows some variations. Denser dendrites create a dense CLD, as shown in (a) and (c). 

Images in the right column were created using the same procedure but fewer stipples. The red 

dot in Figure 6 (b) indicates the starting point.  

     

       

(a)                                                    (b) 

      

(c)                                                    (d)  

Figure 6: Variations. (a) and (c): a dense version (1045 stipples) and its CLD; (b) and (d): a 

different start and its CLD; (c) CLD from (a); (d) CLD from (b). 

 

    Figure 7 shows some variations, using the cat as the input image. The cat is visible in both 

results despite the low stipple counts. We can see the eyes and the ears. The quality of CLD 

depends on the quality of dendrites. The dendrite in the top row shows the outline of the cat's 

head more clearly than that in the bottom row. 

 



  

(a)                                                    (b) 

  

(c)                                                    (d) 

Figure 7: Cat variations. (a) Sparse dendrites (512 stipples); (b) CLD from (a); (c) different 

starting (541 stipples, center); (d) CLD from (c). 

 

    Figure 8 compares our dendrites with those of Long and Mould (2009). While our quality of 

dendrite is lower, our implementation is much faster with similar number of stipples (around 

3800); also, the dendrite is not our final outcome, since we will build on it to create a CLD. 

 

Labeling Propagation 

After we have the dendritic structure, the next step is to define the boundary around the tree, 

using label propagation. Our strategy first builds walls between each branch and removes a 

portion of the wall, which can transform a corner into a u-turn wherever there is a fork in the tree 

structure. 



    

Figure 8: Comparison with results from Long and Mould. Left: 3838 stipples in 530 seconds by 

Long and Mould (2009); Right: 3747 stipples under 20 seconds. 

 

    See Figure 9 for a visual explanation on wall construction after first labeling propagation. We 

first find the nodes FN  located at forks. We label all branches with distinct identities, shown in 

different colors in Figure 9 (b). Then all nodes on the dendrites will be pushed into a priority 

queue with initial cost zero. We reuse the graph and weights used in finding the stippling, and 

brushfire propagation is used to extend the influence of each branch into the unlabeled nodes. 

Since each branch in the fork is assigned a different identity, the method finds a boundary 

between two branches, as illustrated in Figure 9 (c). To maintain the connectivity of the 

boundary of an image, we add a boundary box, shown in Figure 9 (d).  Then, the u-turn is 

constructed by removing the portions of the boundary within a distance d of the nodes FN . The 

parameter d  is calculated based on the average intensity I  around FN : 

255/),( jiIMLd  ,                                                           (3) 

where L  and M  are constants controlling the minimum and maximum distance. The last step 

applies the same labeling strategy to both tree and wall, obtaining a boundary midway between 

them. 

 

   

(a)                                   (b)                                  (c)                                   (d) 

Figure 9: First labeling propagation. (a) A fork; (b) labeling of branches; (c) propagation of 

labels; (d) creation of artificial walls. 

 

    A portion of the walls around the fork center is removed. We label the walls with an identity 

and label the tree with another identity. After labeling, we do the label propagation to build the 

boundary around the tree. Figure 10 shows the label propagation process to form the final CLD: 

the original tree receives one label, the remaining walls receive another, and the label 

propagation produces a wall between them. This wall is the final continuous-line drawing. 



             

                                 (a)                                       (b)                                    (c) 

Figure 10: Second labeling propagation. (a) Partial removal; (b) labeling both tree and the 

walls; (c) CLD creation. 

 

    Figure 11 provides another illustration of the process. In the top row, we see two intermediate 

maps after the first labeling, while the bottom row shows the final labeling. Figure 12 displays a 

labeled map by propagating identities of branches after we find the CLD for the cat image. Each 

color indicates an affected local area. 

  

     
(a)                                                    (b) 

     
(c)                                                    (d)  

Figure 11: Two labelings. Top: first labeling for Figure 4 and Figure 7 (b); bottom: second 

labeling for Figure 4 and Figure 7 (b). 



 

Figure 12: A labeled map after CLD found for the cat. 

 

Results Based on Our Automatic CLD Method 

After constructing the CLD curve, we assign the points on the curve a large height value; 

remaining points are assigned a height of zero. The resulting height field is rendered by POV-

Ray, creating a 3D maze. Figure 13 shows this 3D effect. Figure 1 (d) shows Macaroni art, made 

by replacing the CLD curve with cylinders. Figure 14 shows two examples from our automatic 

CLD method guided by image input. The first column displays the dendrites and the final CLD 

curves are shown in the second column. The last column demonstrates the effect of drawing the 

inner region and the outer region with different colors, called a Jordan map (O’Rourke, 1998).  

 
Figure 13: 3D textured maze from a CLD. 

 



       
(a)  Dendrite                                    (b)  CLD                                (c) Jordan map 

       
(d)  Dendrite                                    (e)  CLD                                (f) Jordan map 

Figure 14: More results for dendrites, CLDs, and Jordan maps.  

 

CLD DESIGNS 

The key idea of this paper is that we can create a continuous line drawing by finding the outer 

boundary of a tree structure. Above, we presented an automatic algorithm to extract a tree 

structure from an image and then create a CLD based on its outer boundary. In this section, we 

investigate how to design a CLD without any guidance from an input image, instead allowing 

users to construct the tree structure manually.  

    We have seen methods about constructing a CLD on a 3D mesh (Xing et al., 2012; Garigipati 

& Akleman, 2012). Our interest is in creating meaningful objects using a single closed curve in 

2D space. Here, instead of using one-pixel-thick dendrites, we construct a region by dilating a 

base structure. The outcome can vary depending on the dilation parameters. The dilated shape 

should be a connected region without holes. This process has three steps: we start by 

constructing a base structure by organizing the placement of curves; a shape is then formed by 

controlling thickness of the curves; then we find the boundary of the dilated shape, which is a 

CLD. We present a semi-automatic method, where the user adjusts parameters for each step so as 

to guarantee a valid CLD. 

 

Constructing Base Structures 

Since we are no longer constrained by the image content, we can use any curve generation 

method to create a branching structure. We chose magnetic curves, proposed by Xu and Mould 



(2009), since magnetic curves provide flexible control on curvature. The convenience on the 

curvature control brings us interesting and artistic curves.  

    Our base structures are designed manually, where the number of curves, their placement and 

size, and the curvature parameters, are all decided by a human designer. Aesthetic decisions and 

questions of semantics cannot be resolved automatically. Thus our method is semi-automatic, 

with a stage to try out different parameters and allowing the user to decide which outcomes are 

good and should proceed to generation of CLD. The base structures we present in this paper 

were generated in a few minutes of trial and error. 

    Any kind of curves can work for the process. We focus on spirals, which have varying 

curvature, gradually increasing from the starting point to the end of the curve. Branching 

structures can be used as bases. We explore two kinds of base structures created from different 

starting shapes: a curve or a point. For example, Figure 2 shows base structures with branches 

spreading symmetrically around a vertical curve and Figure 15 shows base structure spreading 

around a center. We next describe the construction of our two kinds of base structures. 

 

 
Figure 15: A base structure created with magnetic curves. 

 

    Basing our structure on an existing curve, such as the central curve in Figure 2 (a), we can 

evenly divide the curve and grow new curves on both sides.  The new curves form the branches 

of a tree, as, for example, in Figure 2 (a).  If we would like to further complicate the existing 

branches, we can recursively divide the branches and grow another level of branches. However, 

we have to check the intersections between curves. If intersections are observed, we have to 

reverse the growth to a point before the intersection happens.  

    When we design our base structure based on a center, we can grow the same curves in 

different directions. As long as our curves do not self-intersect and each curve starts along a 

distinct direction, we can halt the curves before they intersect with each other, thus maintaining a 

tree. Figure 15 shows an example of a base structure using spirals created by increasing 

curvature gradually.  

    One tip for experimenting with different parameter values is to start with low curvature values 

(more straight line) that avoid self-intersection. If the curve layout for the base structure with low 

curvature values creates a valid tree structure, then move to high curvature values. 



Thickness Control 

After creating our base structures, there are a few ways to add thickness to the curves. The 

thickened region is a connected shape.  Each point on the curve is replaced by a shape – a 

structuring element – in a process called dilation (Sonka et al., 1998). This replacement is a 

direct and fast way to assign thickness to curves. We experiment with structuring elements of 

circles, squares, and lines; mixing structuring elements within a single design can produce 

complex shapes such as stars, moons, and irregular shapes. The thickness control also depends 

on the structuring element assignment; the goal is a connected shape that does not have holes. 

    Dilating a curve with a circular structuring element is equivalent to replacing each point on the 

curve with a circle. A uniform structuring element leads to even thickening, as seen in Figure 16 

(a). We also can vary the structuring element spatially. For example, for each curve, we might 

linearly increase or decrease the structuring element size from the starting point to the ending 

point; the results are seen in Figure 16 (b) and (c). A random choice of size can make the shape 

look bumpy, as in Figure 16 (d). In short, even dilation preserves the original structure of the 

base, while linear or random dilations produce variations on the base structure.  

        
(a)                                (b)                               (c)                               (d) 

Figure 16: Thickened trees by dilating each curve with circles and with different thickness 

control: (a) evenly thickened; (b) and (c) linearly thickened; (d) randomly thickened. 

 

    Alternatively, with a rectangular structuring element, control over the width and height of the 

rectangles can produce additional effects. Figure 17 shows even, linear, and random dilation with 

rectangles. As you can see, the endpoints of the dilated shapes after thickening from rectangles 

have the rectangles’ sharp corners, which were round by circular structuring elements. 

    
Figure 17: Thickened trees by dilating each curve with rectangles and with different thickness 

control: (a) evenly thickened; (b) and (c) linearly thickened; (d) randomly thickened. 

     



    Under the same strategy of dilation, we can replace each point of a curve with a line. Some 

complex shapes also can be dilated in an organized way.  Stars, moons, and irregular shapes can 

be generated by different combination of circles and rectangles. Figure 2 (b) provides an 

example of complex shapes for a decorated tree. In manually assigning structuring elements, we 

suggest an iterative strategy of beginning with small structuring elements, and then when those 

work, larger sizes can be employed. 

 

Find Boundary of Thickened Tree 

After dilating a base structure, we have a region. We employ a boundary tracing algorithm 

(Sonka et al., 1998) to find the boundary of the region. The labeled boundary forms our final 

CLD. Figure 18 shows the final CLDs of the base shapes from Figures 16 and 17.  

 

 
(a)                                (b)                               (c)                               (d) 

 
(e)                                (f)                               (g)                               (h) 

Figure 18: CLDs traced from dilated shapes in Figures 16 and 17. 

     

    Notice that only the exterior boundary of the region is found; if the region contains holes, they 

will be ignored in tracing. This means that we are guaranteed a CLD, but we may lose some 

interior detail. If interior details are important, we suggest avoiding this situation by decreasing 

the size of the structuring element. This adjustment of the size may take a few iterations. It 

continues until a CLD is generated without generating isolated holes in the CLD. 

  

Results of Constructive CLDs 

The use of magnetic curves provides flexible control over the curvature. We can easily make 

different base structures from which to create regions. Recall that Figure 2 showed a decorated 

tree drawn using a single line. The base tree was dilated with circles, stars, and moons. The 

different structuring elements produces a varied boundary line. Figure 19 shows two dilated 



shapes and their CLDs by dilating randomly selected points, which provide irregular boundaries 

and produce interesting CLDs. We can build a set of base structures and dilate them into one 

shape by using thickness control. Figure 20 duplicates previous base structure three times. After 

dilating the set of base structures, we can have interesting CLDs. Figure (e), (f), and (g) show the 

final CLDs after even and linear dilation. 

 

  

 
Figure 19: Two dilated shapes (left) and their CLDs (right). 

 

    Figure 21 and 22 show continuous-line drawings of a butterfly and a flower, respectively. The 

base structure of Figure 21 uses symmetric placement of curves, linearly thickened. Figure 22 

uses a similar base structure as Figure 15, but with lower curvatures and a different orientation.  

Two additional curves represent the leaves; a pot is added by dilating the lowest point with a 

large rectangle. The leaves and petals use linearly varying circular structuring elements. 

 

GUIDING CLD DESIGNS WITH IMAGE INPUT 

In designing CLDs, we use dilation on base structures to create CLDs. The base structure is 

created in a semi-automatic way by interactively experimenting with parameter values and 

spatial placement of curves. With an image input, we can automatically construct a base structure 

from path finding to create dendrites, which can display an image tone and content. As an 



alternative to the multiple-stage labeling process, we could directly dilate the dendrite, and the 

boundary of the resulting shape would form our CLD.  Slightly different from the dilation used 

on our user-designed base structures, the final CLD comes from two dilations ( A  and B ) on 

pixels of branches without the step of finding the inner boundary.  The two dilations have 

different lengths and different colors. The dilations produces a CLD.  

 

 
(a) 

           
(b)                                        (c)                                     (d) 

          
(e)                                        (f)                                     (g) 

Figure 20: An example of multiple base structures to form different CLDs by using different 

thickness control. Top row: the base structures; middle row: dilated shapes; bottom row: CLDs 

traced after even and linear dilation. 

 



 

  
(a)                                                (b)                                             (c) 

Figure 21: A butterfly. (a) Base structure; (b) dilated shape; (c) CLD. 

 

  
(a)                                                (b)                                             (c) 

Figure 22: A flower drawn with a continuous line. (a) Base structure; (b) dilated shape; (c) CLD. 

 

For an output image C , find 
),(),( 21 cgclBclAC 

, where 1l  and 2l  are the radii of the dilation 

circles, with 21 ll  . The color ( c ) of the dilation circle in A  is different from the background 

color ( cgc
). Conversely, the dilation of B  uses the background color. A preliminary result is 

shown in Figure 23. One drawback is that the CLD has double lines. Also, we are forced to 

confront the issue of the discrete representation. The method fails when two dendritic branches 

are very close because the dilation is applied in very limited locations and may create cycles. 

Cycles produce a few closed curves, not a single curve we pursue. This could be resolved here 

by copying the dendrites into a larger image before processing, which avoids narrow space. 

 

 



     
(a)                                                           (b) 

Figure 23: CLD from image morphology. 

 

DISCUSSION 

We propose a new automatic method to create a CLD from dendrites to communicate an image. 

The depth-first traversal of a tree is a continuous line. Path finding provides a lot of potential 

flexibility for controlling tone, structure, and pattern. We are interested in algorithmic methods to 

generate continuous line drawings, so we compare our method with automatic TSP-based 

methods (Bosch & Herman, 2004; Kaplan & Bosch, 2005). Figure 24 compares TSP art with our 

result. Our approach preserves the face profile more clearly than does the TSP method: 

especially notice the edge profile between Mona Lisa's face and her hair on the left side. Since 

we maintain the connectivity of the CLD based on a tree, we have a simpler problem than 

creating a full CLD directly. 

    Relevance to the content of an image is a consideration throughout the stippling generation, 

path finding, and labeling. Thus, even with fewer stipples we could still indicate the content to 

some extent. In Figure 7, we can still identify the cat. To further enhance the image content, we 

suggest thickening the segments of the CLD that lie on image edges, so as to indicate their 

importance. Figure 25 shows clearer structures after thickening the edges. Also, the cat in this 

figure is better defined because of the use of a user-defined mask, shown in Figure 26. This 

example shows that interactivity may also be incorporated by selecting object regions first and 

then filling them with the CLD. 

    More examples are shown in Figure 13 and Figure 27. Both demonstrate a lot of image 

information such as object silhouettes and large-scale structure. CLDs for the man’s face and the 

background of the sailboat indicate tone changes while the outline of the man and the sailboat 

look clear as well. 



  
                                      (a)                                                             (b) 

                     
                                     (c)                                                                 (d) 

Figure 24: (a) Input; (b) Dendrites; (c) TSP art from Kaplan and Bosch (2005); (d) CLDs. 

     
(a) Cat                                                   (b) Lena 

Figure 25: CLDs with thickened edges. 



 
Figure 26: The mask used in the cat example. 

 

          
              (a) Original Image                        (b) Dendrite                                (c) CLD 

Figure 27: Another CLD example from a dendrite. 

 

    Manual design of base tree structures can produce very clear objects such as the butterfly, the  

decorated tree, and the flower. Using magnetic curves gives us highly aesthetic structures, and 

allows simple operations on parameters to produce variations: for example, the symmetric 

butterfly wings can be easily obtained by reversing the curvatures of the traced particles. More 

elaborate transformations are also possible. The size and shape of structuring element used in 

dilation has a profound effect on the final CLD. We experimented with circular and rectangular 

structuring elements, producing rounded or sharp corners respectively. The structuring element 

size can be constant, or can vary linearly or randomly along a path. Random size assignment 

generates bumpy, irregular boundaries, increasing the complexity of the CLD.  

 



Limitations 

There are two major issues for our automatic CLD method guided by imagery. First, because our 

method is image-based, the quality of our method severely depends on the resolution. Figure 24 

contains some empty space where the CLD failed to fill in, for example, near the lower left 

corner of the figure. This occurs because the removal of partial walls may inadvertently delete 

some forks, creating some small new trees and changing the topology of the original structure. 

Only the largest dendrite is traversed, thus gaps appear. One solution is to temporarily increase 

the resolution when labeling and removing. Another solution is to reconnect the isolated subtrees 

in a postprocessing operation. 

    Another issue is the inconsistency between the CLD and the edge. Our strategy is to follow the 

edges as closely as we can, yet we do not exactly follow the edges because we also prefer evenly 

spaced propagation. 

    For the semi-automatic CLD design, the results do not need to follow any particular image 

content; they could be abstract patterns. If we do want to represent objects, we must create 

meaningful tree structures, which demands significant user effort and sometimes takes several 

attempts to obtain a good configuration. Figure 21 shows a butterfly structure, where we first 

drew the left wing and then reversed the sign of the curvature to draw the right wing. It took 3-5 

attempts for us to determine good parameters that provide the correct configuration of curves. 

Figure 22 displays a flower in a pot, which was built from the example in Figure 15. Interactive 

curve tools would help accelerate the construction of the meaningful tree structures. For example, 

we could import an image and ask a user to trace a tree structure from it.  

    Another issue in the semi-automatic CLD design comes from the discrete representation, as in 

the automatic method.  Thickening provides flexible control over the shapes for each point on the 

base structure. However, we do not pay attention to neighboring branches. If two branches are 

very close, dilating them could cause the two branches to merge. Any inner loop created by the 

merging would be missed when the CLD is formed, possibly altering the structure of the object. 

 

FUTURE WORK 

We next discuss two possible future modifications. One approach seeks to improve the structure 

preservation by combining Canny edges into the tree structure. Additional future work for 

designing CLDs involves interactive tools for users. 

 

Incorporating Canny Edges 

The branches on image edges affect the quality of the final CLD: they distract our eyes thus 

reducing the clarity of the edge information. Here we suggest incorporating Canny edges into our 

tree; we should try to connect fewer branches to the Canny edges in order to minimize the 

distraction. The plan is as follows. First, we should simplify Canny edges by removing any 

closed edges and separating the edges into individual paths without branches. Then, building the 

tree as before with the Canny edges might improve our structure preservation a lot. We think it 

will be a very promising future direction. 



Interactive Design Tool 

While experimenting with manually constructed CLDs, we notice that the composition of the 

layout of base structures and the organization of dilation are the key to the design. Our process 

for designing CLDs for objects right now heavily relies on the settings of parameter values for 

curves and for thickness and shapes. Since the design space is so unconstrained, an interactive 

tool for users should be very useful. Current painting software such as GIMP and Adobe 

Photoshop can create shapes and delete shapes, which are operations to build our base structures 

interactively and thicken the structures to shapes. After we have our shapes from user design, we 

can trace the boundary to create final CLDs. 

 

CONCLUSION 

In this paper, given an image, we proposed a new idea about automatically drawing a picture 

with a continuous line. The process involves first creating a dendrite and then expanding it into a 

region whose boundary is the continuous line. Our method can indicate the edge information of 

an image as well as providing some tone suggestion. We demonstrate some possible variations 

based on different stages and show effects for Macaroni art, 3D mazes, and Jordan maps. 

However, automatic continuous line drawing remains a very hard problem. In this paper, we 

aimed to have a better abstraction. But sometimes the good abstraction is damaged by the 

necessity to maintain connectivity. Automatically creating a connected line with high quality of 

abstraction and good aesthetics remains an open problem. In the end, we might have to rely on 

some user intervention to obtain good results. 

    Our experiment on manually designed CLDs may provide some initial steps to pursue the 

CLD designs. The exploration of automatic design could save a lot of time on trying different 

parameter values for creating new objects. We anticipate that automatic design depends on how 

the design space is parameterized and searched, and would be an iterative process. We only 

investigated how to form a CLD for the object silhouettes. We have not explored to fill in a 

space with a CLD. This would be a fruitful direction of future work. 
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