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Experimental Designs and Internal and External Validity 


This paper has three sections. Section I provides a legend of the symbols used in describing experiments. Section II describes pre-experimental designs, true experimental designs, and quasi-experimental designs. Section III describes threats to internal and external validity. It might be a good idea to skim Section III first.

I. LEGEND

X = exposure of a group or an individual (e.g., in a single-subject design) to experimental (i,e., independent) variables (i.e., events, conditions or treatments). The experimenter may or may not have control over this exposure. 

O = observation or measurement. Were the validity and reliability of instruments and measurement established prior to use? Was observer reliability checked periodically during the experiment? 


Left-to-right dimension = time order.


X's and O'x in a vertical line mean that observation and exposure to or change in experimental variables occur simultaneously.

R = random assignment to comparison groups. Was matching used to make groups more equivalent on certain variables? Or was randomization used to give all possibly contaminating (extraneous) variables an equal chance to be in all groups? Was the equivalence of comparison groups assessed pior to or after a pre-test?

II. DESIGNS: PRE-EXPERIMENTAL, EXPERIMENTAL, AND QUASI-EXPERIMENTAL
A. Pre-experimental Designs


Pre-experimental designs have either no comparison groups or comparison groups whose equivalence is indeterminate.

1. One-shot Case Study. In this design there is almost complete absence of control over (or at least a determination of) extraneous variables that might account for the findings. Since there is no pre-test and no comparison group, inferences that X had an effect are based upon a comparison between the one case studied and other cases observed and remembered. That is, a causal inference (that X has an effect on the dependent variables observed) is based on general expectations of what the data would have been had X not occurred.
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2. One Group Pre-test Post-test. One group is exposed to the presence of X or a change in X and is measured before and after this has occurred. The design at least enables you to compare the dependent variable(s) before and after X. However, the absence of a comparison group (e.g., in design 4) or the absence of a series of changes in the independent variable(s) (e.g., introducing and then removing an intervention several times [in design 8]), means that one cannot rule out plausible rival hypotheses (explanations) for differences between pre- and post-test (e.g., maturation).
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3. Static-group Comparison. One group is exposed to X and is compared with another group which is not exposed to X. However, the absence of a pre-test means that one cannot determine whether the groups were equivalent with respect to the dependent variable(s) or other extraneous variables.
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B. True Experimental Designs


These designs provide formal means (pre-tests and/or comparison groups created by random allocation) for  handling many of the extraneous variables that weaken internal and external validity.
4. Pre-test, Post-test, Experiment-group, Control-group Design. This is the classic design. It allows comparisons within and between groups that are as similar as randomization can make them. Note that the design is such that Mills' Method of Difference can be used to infer a causal relationship between X and changes in dependent variables from pre- to post-test, and differences between E and C groups at the post-test.
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Note, however, that the pre-tests weaken external validity. That is, groups outside of the experimental situation may not normally be pre-tested.
5. Solomon Four-group Design. This design formally considers sources of external invalidity, especially the reactive effects of testing. 
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Comparison of O2 and O4 suggests the effects of X (but with the pre-test). Comparison of O5 and O6 suggests the effects of X without the pre-test, and enables you to assess the effects of the pre-test. Comparison of O2 and O5 also suggests effects of the pre-test. Comparison of O1, O6, O3 and O4 suggests the effects of the passage of time.
6. Post-test-Only Control Group Design. This is a useful design when pre-tests are not feasible. Note that randomization is an all-purpose assurance of a lack of initial bias between the groups. Compare with Designs 3 and 5. Is this design preferable to Design 4 because it handles the rival hypothesis of "testing"?

R 
X  
O1

R     

O2

C. Quasi-experimental Designs

Quasi-experimental designs lack control over exposure to X; i.e., when to expose, to whom, and ability to randomize group assignment. However, they do have true experiment-like features regarding measurement; e.g., whom and when.
7. Time-series Design. In this design, the apparent effects of X are suggested by the discontinuity of measurements recorded in the time series. The design is a moral alternative (and probably just as strong as) control-group designs in which subjects are denied a potentially-beneficial treatment.
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Compare this design with Design 2. "History" is the major weakness of this design, which might be handled using control by constancy or a different design (e.g., multiple time series).     

8. Equivalent Time-samples Design. This is a form of time-series design with repeated introduction and removal of X with the same group or individual. It is sometimes called an "intra-subject" or "intra-group reversal (or replication)" design. Note the use of concomitant variation to establish the effect of X.
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9. Nonequivalent Control Group Design. The groups involved might constitute natural collectivities (e.g., classrooms), that are as similar as availability permits, but not so similar that one can dispense with a pre-test as a way to determine equivalence. Exposure to X is assumed to be under the experimenter's control. 



O1 
X  
O2



O3     

O4

10. Counterbalanced Design. This design enables you to assess the effects of numerous conditions (e.g., treatments--1, 2, 3, 4) by exposing each group to the treatments, but in a different order.


Group A  X1O  X2O  X3O  X4O    




Group B  X2O  X3O  X4O  X1O     



Group C  X3O  X4O  X1O  X2O



Group D  X4O  X1O  X2O  X3O

A major problem with this design is multiple treatment interference. That is, Group A might show the most change during treatment 4, but this may be because Group A was previously affected by treatments 1-3. This possibility is partly handled by comparing Group A (at condition 4) with the other groups, where condition 4 happens earlier. Even so, it is a good idea to use random allocation. Otherwise, it could be argued that Group D, for example, was so low during treatment 4 because Group D was somehow different from Group A.

11. Multiple Time-series Design. In this design, each group is given several pre-tests and several post-tests, but the groups differ in their exposure to X. As with the counterbalanced design, the effects of several conditions can be tested.
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E1-E3 are different experimental conditions; e.g., different treatments.

III.
INTERNAL AND EXTERNAL VALIDITY, EXTRANEOUS VARIABLES, AND PLAUSIBLE RIVAL HYPOTHESES
"Internal validity" refers to how accurately the data and one's inferences based on the data (e.g., inferences about causal relationships) represent what really happened. For example, by comparing pre-test and post-test scores, it may appear that a training program increased teachers' skills. However, some of the difference between pre- and post-test scores may be the result of measurement error, the effects of taking the pre-test, and other variables outside of the training program that affected some of the trainees during the training. 

"External validity" refers to how accurately the data and one's inferences based on the data represent what goes on in the larger population. For instance, if a sample of teacher trainees is biased in some way (e.g., the sample contains a higher proportion of motivated trainees than is found in the general population of potential teacher trainees), then findings from the sample may not be (as) applicable to the general population. 

Note that findings and inferences may have internal validity but not external validity (e.g., the sample is biased). However, if the findings and inferences do not have internal validity, then one does not have external validity either.


The factors that can weaken internal and external validity are called “extraneous variables.” Maturation of study participants is an example. Change in children's skills during instruction may reflect maturation of the nervous system and muscles as well as the effects of instruction. For example, if the research hypothesis is that instruction will increase children's skills, the "plausible rival hypothesis" is that maturation will increase children's skills. Thus, it is important to identify possible extraneous variables (sources of "contamination"). One can then design research so as to weaken or eliminate the effects of these variables, or one can analyze the data to determine what effect the extraneous variables have had. For example, if one uses an experimental and control group, and if one creates the two groups using the method of random allocation, one weakens the rival hypothesis of maturation (since children in both groups have an equal chance of changing as a result of maturation). Similarly, if one wonders whether outside social support benefited some teachers' training, one could (after the training) analyze the pre-test/post-test scores of those teachers who received a lot of support versus those teachers who received little support. If, on the average, those who received a lot of support increased their skills more than those who received little support, then it is reasonable to believe that social support accounts for some of the improvement. The influence of social support is shown even more convincingly if one uses a control group and finds that those teachers who received a lot of social support improved their skills more than those teachers who received little social support, even though the control group teachers received no training. This knowledge would enable one to develop more powerful training programs.

A. Extraneous Variables That are Threats to Internal Validity
1. 
History   This includes events (in addition to the independent variables under study, such as an experimental manipulation or an intervention) that occur between one measurement and another; e.g., between a pre-test and post-test. For example, in testing the effects of an exercise regimen on psychological well-being following heart attack, some participants might have joined a church, received additional social support, or changed jobs. These variables may account for some of the differences between pre- and post-test scores. Ways to weaken history as a rival hypothesis include the use of control groups and collecting information on potential historical factors.
2.
Maturation  This refers to changes that ordinarily occur as a function of time; e.g., increasing dexterity or increasing stoicism as a function of age. For instance, in an experimental intervention to decrease children's hyperactivity, some of the change in some of the children could simply be the result of an increased capacity to pay attention as a result of maturation of the nervous system. The rival hypothesis of maturation may be weakened by using control groups and by using experimental designs in which the experimental group serves as its own control (e.g., the equivalent time-samples design). 
3.
Testing  This refers to the effects of taking one test on the results obtained in a later test. For instance, improvements in post-test scores might reflect decreasing fear of being tested, participants figuring out what kinds of answers are correct, participants becoming sensitized to what is important and then making an effort to increase their skills before the post-test. Testing can be controlled in part by using different tests and by using comparison groups in which one group does not receive a pre-test.
4. Instrumentation  Here, changes (or the absence of changes) in scores over time or between comparison groups may be attributed to changes in data collection. For instance, parent trainees may appear to have become more observant of their children's behavior, when, in fact, interviewers have merely become more skillful at asking the right questions. Similarly, differences in suicide rates between one province and another or within the same province between one time and another may reflect differences in the ways events are classified (operational definitions), data collection, or even the calculation of rates. 



This extraneous variable can partly be controlled by using impartial observers, keeping observers unaware of the hypotheses and/or of the group being observed (blind study), training observers to high reliability, not having observers work so long that they become fatigued, and taking periodic reliability checks. 
5.
Statistical regression  At any time, a person's performance of any task can vary within a certain range. On the average, you may be able to do 10 pull-ups, but on a particular day you may do 8, 9, 11, or 12. In fact, there may be days when your performance is quite unusual--you can barely do 5 pull-ups, or somehow you manage to do 18. However, if you did pull-ups the next day, and the day after that, your performance would probably regress to the mean, or average, performance. 


In research, a group's pre-test performance might be unusually high or low; some people had a good day or a bad day. On later testing, the group's performance regresses to the mean (i.e., is more usual). The researcher, however, may mistakenly treat differences between pre- and post-test scores as the result of an intervention ("They improved!") or as the failure of an intervention ("They got worse!"). 



The rival hypothesis of statistical regression can partly be controlled by using comparison groups, since the possibility of unusual scores applies equally to the groups. [Also, look at designs 7 and 11.]
6. Selection bias  When using comparison groups, some participants in one group may be different from participants in the other group(s) in ways that affect performance. For instance, an experimental group may do much better on a post-test than the control group--not because the experimental intervention was effective but because more of the E group members figured out how to take the test. (See number 3 above.). Similarly, the pre-test/post-test differences between the E and C groups may be small, suggesting that the intervention did not work. However, in fact, the control group contained many people who were likely to change as a result of maturation or some historical factor.



This source of invalidity can be handled, in part, by random allocation of participants to comparison groups. 
7. Experimental mortality  This refers to the differential loss of participants from comparison groups. For example, an experimental intervention may appear to work only because participants with whom it was not going to work dropped out. Similarly, an intervention may appear to work no better than nothing at all only because people in the control group who would have gotten worse over time dropped out, leaving people in the control group who improved. Thus, the control group scored about the same as the experimental group. This can be handled, in part, by random allocation.

8. Interaction of selection and maturation  Here, a selection bias has resulted in one group having more people in it who are likely to change as a result of maturation. The effects of the interaction are mistaken for the effects (or the non effects) of the intervention. Use random allocation.
9. Causal time order  Here, participants have begun to change prior to an intervention. It only appears that the intervention is the cause of the change. A partial solution is an extended baseline of observations, or several pre-tests, to assess the stability of performance before an intervention. [See designs 7 and 11.]
10. Diffusion or imitation  Here, some part of an intervention given to an experimental group is used by members of the control group. Thus, the intervention does not appear to make much of a difference because both groups have changed. For example, families in a training program lend materials to friends in the control group.



One way to try to control this is to make sure that members of the comparison groups do not know one another. Another method is not to tell participants what group they are in. However, this may pose ethical problems. Still another method is to use delayed-intervention control groups, so that members of the control group may be more willing to wait.
11. Compensation  Observers, experimenters, or other persons give something extra (e.g., encouragement) to members of the control group, and this influences their scores. One way to handle this is to assess just what the control group receives.

12. Compensatory rivalry  Knowing that they are in a control group, some participants try to change on their own. Improvement in the control group may be mistaken as a lack of significant benefit from the intervention.
13. Demoralization  Knowing that they are in a control group, some members of the control group lose hope, and therefore look worse over time than they otherwise would have. This may result in differences between the E and C group being mistaken for the effects of the intervention. (Imagine the effects on their life expectancy if people with aids knew that they were in the control group of a drug experiment.) A partial solution is to use a delayed-treatment design (rather than no-treatment design). Also, one could use alternative treatment groups rather than a control group.

B. Extraneous Variables That are Threats to External Validity

Keep in mind that all of the threats to internal validity (above) are also threats to external validity. Additional threats to external validity include the following.
14. Reactive or interactive effects of testing  "Reactive" effects of testing means that a pre-test alone influences post-test performance. "Interactive" effects of testing means that a pre-test influences how people are affected by an intervention. If the performance of an experimental group after an intervention has been influenced by the pre-test, the findings (e.g., the amount of beneficial change resulting from treatment) may not apply to the general population which is not likely to receive a pre-test. Therefore, it may be important to assess the effects of pre-testing. See the Solomon Four-group Design. 
15. Interaction of selection bias and X (intervention)  Here, a bias in the selection of the E group has resulted in enough members of the E group being especially likely to be affected (or not affected) by X that the E group's post-test scores are higher (or not higher) than scores of the C group. Since the biasing factors are likely to be more evenly spread throughout the general population, the use of X with samples from the general population will yield different results than the use of X with the biased experimental sample. For instance, the experimental group may be especially sensitive to a drug, and benefit a great deal. Samples from the general population may not benefit as much. Use random sampling or matching, so that study samples are equivalent to the general population.
16. Interactive effects of experimental arrangements  If the performance of people in an experimental group was affected (positively or negatively) by certain features of the experiment, or by the fact that it was seen by them as an experiment, findings from the E group may not apply to samples from the general population who will receive the intervention in a nonexperimental setting. For instance, teachers in an experimental training program (which gives them a sense of being special) may change more than later trainees who simply receive a course on the same material. Try different experimental arrangements (e.g., a group experiment versus individual exposure; videotape vs. live vs. materials-alone). 

17. Multiple treatment interference  Sometimes, participants will have received several interventions in a row (e.g., medication, group therapy, behavior therapy). The last one appears to have a large effect. However, the effect of behavior therapy may hinge on its being preceded by one or more of the other therapies. Thus, people in the general population who receive behavior therapy first may not benefit as much. Try the different treatments in different orders. (See the counterbalanced design.)
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